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Abstract

Due to the advancements in many facets of com-
puting technologies and the tmmediate and changing
needs of computer users and applications, distributed
computing systems have enjoyed considerable attention
in the past few years. Many distributed file systems
and storage allocation techniques that have been devel-
oped for effective and reliable storage and retrieval of
data have not fully exploited the capabilities available
through Local Area Networks (LANs) and distributed
environments. We present a Global Data Management
Strategy (GDMS) for management of storage devices
attached to machines that may be locally or remotely
interconnected via a LAN. A distributed system model
1s presented and the functional characteristics of the
GDMS, wn terms of its space morphology and data
avatlability techniques, are described. The operations
for creation and maintenance of the storage space de-

fined by the GDMS are also discussed.

Keywords: disk striping, distributed file systems, dis-
tributed data management, logical storage space, object
replication.

1 Introduction

The information system explosions of the 1980°s ne-
cessitated the integration of diverse system architec-
tures and functions. Those changes were driven by
users in response to their immediate and vast chang-
ing business requirements in conjunction with the need
to improve the efficiency of their processing environ-
ments. Concomitant with the integration of these
systems arose the necessity to share certain resources
across different components of a distributed system. A
Distributed File System (DFS) is responsible for con-
trolling the storage and management of shared stor-
age space and data in a distributed system. Several
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UNIX!-based DFSs [1]-[5] and high bandwidth data
allocation techniques [6]-[8] have been designed and
developed over the past several years. One of the pri-
mary objectives in the design and implementation of
any DFS is transparency. Transparency mainly comes
in the form of network, mobility, and location. Net-
work transparency dictates that users be able to ac-
cess remote files using the same file operations defined
for local files. Mobility transparency allows a user to
log in to any of the systems in the distributed environ-
ment and access required files. Location transparency
hides the actual location of files from the users. It
creates the impression, to the user, that his/her files
are local to the operating site and that the name of
an object does not have any relation to its physical
location.

In spite of the advancements in network technology
that have permitted the inter-connectivity and inter-
operatability of heterogeneous computing systems in
a distributed environment, the configurability of stor-
age devices that are remotely located or attached to
different machines for defining logical storage spaces
that are file system independent has not been fully,
adequately, and aggressively exploited. Current tech-
nological capabilities, global information interaction,
and user requirements necessitate that we be able to
configure storage devices attached to several remote
machines into a logical data management space. The
area of Distributed Database Management (DDM) has
contributed substantially in distributed data manage-
ment. Many of the Distributed Data Management
Systems (DDMSs) employ decomposition techniques
for data fragmentation and storage in different ma-
chines that may be remotely connected via a network.
However, the decomposition and storage of data are
done with full cognizance of the data morphology. In
the case of relational database systems, for example,
the horizontal and vertical decompositions are per-
formed on relation schemes on a set of tuples or at-
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tributes, respectively. In these techniques, it becomes
imperative that each group of data be intrinsically as-
sociated with its location, therefore, naming conven-
tion becomes a vital issue.

In this paper, we present the design of a Global
Data Management Strategy (GDMS) for storage space
management on storage devices that may span re-
motely located computing systems. We present a re-
view of the outstanding logical storage space man-
agement techniques that are utilized in UNIX-based
systems. A distributed system model, on which the
GDMS is based, is described. Since the storage space
management strategy proposed is tailored towards dis-
tributed file systems, a review of the critical and
important issues for distributed file systems are dis-
cussed. Some of these issues include the read/write
operation semantics, servicing I/O requests, caching
schemes, object replication, etc. An analysis of these
issues, with respect to the GDMS, is presented. The
processes and management interfaces for the creation,
configuration, extension, and reduction of the logical

space defined by the GDMS are described.

2 Logical Storage Space Techniques

In response to the limitations of the UNIX file sys-
tems, a number of logical storage space management
techniques have been developed for managing multi-
ple storage devices used to define a file system space.
The original conventional UNIX file system was re-
stricted to a disk drive or partition of a disk drive. In
order to extend a full file system, a new file system
was made on a bigger disk and the existing file sys-
tem was dumped on the new disk. This problem was
solved with the advent of logical data management
sub-systems like the Logical Volume Manager (LVM)
[10] and Disk Striping (DS) [11].

2.1 The Logical Volume Manager

The LVM is a pseudo-device driver that configures
a number of disks or disk partitions into a logical data
space and runs beneath a file system. The logical
space created by an LVM is called a Logical Volume
(LV). Each LV is represented by a UNIX special device
file. File systems are created on LVs via the special
device files. For example, Figure 1 shows an LV cre-
ated from partition 2 of Disk 1, partitions 2 and 3
of Disk 2, partition 3 of Disk 3, and Disk 4. We as-
sume that the their sizes are 1000, 500, 1000, 5000,
and 10000 sectors, respectively. An allocation of 300
sectors from logical block 800 in the LV spans from

partition 2 of Disk 1 to partition 2 of Disk 2. On
the other hand, an allocation of 1000 blocks from log-
ical block 1499 occupies partition 3 of Disk 2 entirely.
The data space in an LV can be extended or reduced
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Figure 1: An example of a Logical Volume (LV).

by the system administrator by adding or removing
disks or disk partitions. Besides logical data space
management, the LVM also strives to mirror data for
reliability and availability by keeping copies of data.
For example, Figure 2 shows a sample storage device
configuration for the LV in Figure 1. It shows a file
system that was made on an LV that has its disk par-
titions from a number of disks that are attached to a
single machine. The file system is then accessed by
remote users via distributed file system capabilities.
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Figure 2: An example of a logical storage space con-
figuration in LVM.

2.2 Disk Striping

The DS is also a pseudo-device driver that config-
ures a number of disks or disk partitions into a con-
tiguous logical data space. The storage devices are



logically arranged in two dimensional form and a spec-
ified number of blocks of data are allocated per storage
device. A logical space created by the DS is called a
Disk Striping Device (DSD). The number of storage
devices in a DSD row (level) is called its stripe width.
The devices in a row of a DSD must all be of the same
size. The number of blocks allocated per allocation
per device in a level is called the stripe length. For
example, Figure 3 shows a DSD created from parti-
tion 2 of Disk 1, partition 3 of Disk 2, Disk 3, and
Disk 4. Their sizes are 1000, 1000, 10000, and 10000
sectors, respectively. The stripe length is 10 blocks
and the stripe width is 2. An allocation of 35 blocks
starting from logical block 20 of the DSD will span
physical blocks 10 to 19 of partition 2 of Disk 1, phys-
ical blocks 10 to 19 of partition 3 of Disk 2, physical
blocks 20 to 29 of partition 2 of Disk 1, and physical
blocks 20 to 24 of partition 3 of Disk 2. Furthermore,
an allocation of 15 blocks starting from logical block
1995 of the DSD spans physical blocks 995 to 999 of
partition 3 of Disk 2 and physical blocks 0 to 9 of Disk
3. The unit of extension or reduction of a DSD is a
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Figure 3: An example of a DSD.

level. A common property of pseudo-device drivers
like the LVM or DS is the localization of the storage
elements. The storage devices spanned by a DSD or
an LV are usually attached to a single machine. A
DFS is created on the logical space and mounted re-
motely on different machines so that remote users can
access and manipulate the data.

3 Proposed Distributed System Model

The model of a distributed system proposed here
is depicted in Figure 4. It consists of a number of re-

mote machines (H;) interconnected via a Local Area
Network (LAN). Each machine in the network has a

number of storage devices attached to it. A storage
device attached to H; is represented as Sé. The union
of all the storage devices attached to all the sites in
a network that are accessible is called the Allocation
Space (AS). A subset of an AS is called an Allocation
Space Area (ASA). A subset of an ASA whose mem-
bers belong to one site is called an Allocation Space
Area-Segment (ASAS). For example, a typical ASA,
from Figure 4, may be {S7, 53,55, S1}. In this case,
the ASASs are {S},53},{S3}, and {S}}. An ASA
corresponds to the storage devices spanned by either
an LV or a DSD. An ASAS is used to identify a set
of storage devices of an ASA that belongs to a spe-
cific machine or site. The logical space spanned by an
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Figure 4: A sample of the proposed distributed sys-
tem.

ASA is conceptually similar to that of the LV or DSD.
However, unlike the LV or DSD, the constituent disks
or disk partitions belong to different machines that
are interconnected via a network. The logical space
represented by an ASA is called an Allocation Space
Area Device (ASAD). For example, using the storage
device configuration of the LV shown in Figure 1, a
typical ASAD can be similarly configured as shown in
Figure 5.

4 TImportant Issues for Distributed

Data Management

As is evident by now, GDMS is a network and
de-centralization extension of the concept of logical
storage space management and DFSs. We have re-
viewed the structural functionalities of some of the
logical storage space management techniques such as

the LVM and DS.



An Allocation Space Segment Device (ASSD).

Figure 5: An example of an ASAD.

The bulk of the activities in our system model is
concerned with distributed processing. As a result,
in order to get a more vivid understanding of the is-
sues that must be addressed in our system, we re-
view some of the important issues and functionalities
of distributed file systems and data management tech-
niques. Although each distributed data management
technique approaches a given problem differently, we
will discuss the issues in general.

4.1 Read and Write Operations

The fundamental operations in a distributed data
management system are the reading and writing of
data. This operations are trivial by their nature, how-
ever, object sharing creates a lot of problems for these
operations. The paramount concern in object shar-
ing is the determination of the time at which a modi-
fied object becomes apparent to other clients accessing
the object. In general, the temporal observability of
changes in shared objects are file system dependent.
A number of semantics for object sharing have been
developed for different object management techniques.
We present some synopses of some of those semantics.

UNIX Object Sharing Semantics: A client that
reads an object must obtain the most current ver-
sion of the object, i.e., the data resulting from
the previous writes. A modification to an object
should be immediately observable to other clients
that concurrently and currently are accessing the
object.

Session Semantics for Object Sharing:
Stipulates that modifications to an open file are
observable only to the initiating client while other
clients that have the same file open are oblivious
of any changes. The changes only become avail-
able to other clients that opened the file after the
file has been closed.

Transaction-based Sharing Semantics: The re-
sult of a number of sessions is expected to be the
same as if the sessions were executed in some con-
trolled serial order. These semantics are usually
accomplished by object locking.

4.2 Servicing I/O Requests

Since the data needed by a client in a distributed
system may be locally or remotely situated, mecha-
nisms exist that define how a desired operation by
a client is carried out locally or remotely. The two
prominent approaches are external service and local-
1zed service. External service is achieved when a client
can only handle operations on data that are local to
it. Localized service entails that the client obtains the
desired data from a remote site, when necessary, and
manipulates the data by itself.

4.3 Issues in Caching Schemes

The issue of caching has been around basically as a
consequence of the disparity between the access speeds
of the main memory and secondary storage devices;
and main memory and processors. Classically, most
people think of cache memories as high speed buffers
which are inserted between the processors and main
memory to capture those portions of the contents of
the memory which are currently in use. Cache mem-
ories can also be inserted between main memory and
secondary storage devices. In the following discus-
sions, we assume the later. Some cache designs exist
for faster accesses while others exist for localization
of data. In distributed computing environments, the
overriding motivation is to reduce the degree of inter-
site communications, whenever possible.

Cache Update Policies: The time when some data
in the master copy is updated after a write de-
pends on the write policy. One possibility, write-
through (WT), is to update directly the master
copy of the data as soon as it is written to any
cache. Alternatively, writes to the master copy
may be delayed. One aspect of this is called the
write-back (WB) policy in which the master copy
is written only when the cache block is replaced.

Cache Replacement Policies: The main objective
of a replacement policy is to retain those cache
blocks likely to be referenced in the near future
and discard those that are no longer useful or
whose next access is in the more distant future. A
cache replacement strategy is used when the cache



is full. Various replacement algorithms have been
proposed to select the block to replace. Another
important goal of any block replacement algo-
rithm is also to reduce the miss ratio.

Cache Coherence Issues: An important condition
for cache replacement or fetch is the problem of
determining whether or not a client’s local cache
copy is consistent with the master copy. A client
must determine the validity of the copy of the
data that it accesses in its local cache. If the
local cache copy is out-dated, then the valid copy
must be obtained from the server. In other to
accomplish that, a client may employ one of the
these two approaches:

e Client-initiated approach: Before a client
utilizes any of its cache blocks, it contacts
the server to determine if its local copy is
consistent with the server’s copy.

e Server-initiated approach: It is the respon-
sibility of the server to notify every client
that has a copy of its master copy about po-
tential inconsistencies. A potential incon-
sistency exists whenever one of the clients
modifies one of the copies of a master file.

4.4 Object Replication

Replication of storage in a distributed file system
serves multiple purposes. First, from the user’s point
of view, multiple copies of data provide the opportu-
nity for substantially increased availability. From the
system point of view, some form of replication is more
than convenient; it is absolutely essential for system
data structures, both for availability and performance.
In distributed computing environment, replication of
data on different machines is more meaningful than on
different media on the same machine. The overriding
requirement for replication is that different replicas of
the same object or part of an object reside on failure-
independent machines. Above all, it is imperative that
object replication be transparent to the users.

The inherent problem with replicated objects or
data is their update. Logically, to the user, replicas
of an object denote the same entity, consequently, an
update to one replica must be reflected on all other
replicas. Invariably, there is a trade-off between object
availability and consistency. However, the consistency
of objects cannot be compromised.

5 Problem Formulations

Although these and other related and equally im-
portant issues have been efficiently resolved in dis-
tributed file systems and data management strategies,
however, the structural configuration of our GDMS
increases the complexity of those issues. The pri-
mary objective of any data management technique is
to guarantee data consistency, reliability, and avail-
ability. In view of these issues and other necessary
concerns, the problems become: (1) What are the
physical and management constituents for a logical
storage space defined by the GDMS? (2) What are
the space limitations for the GDMS storage space?
(3) Given the physical and management components,
how do we create, maintain, and manage the logical
space? (4) What kinds and types of sharing semantics
must exist between the GDMS and its clients (e.g., a
file system)? (5) What type of I/O service protocols
must exist between client and server sites? (6) What
kind of cache update policy must exist between the
GDMS and its clients? (7) What kind of data replica-
tion strategy will be employed and how are consistency
and management strategies enforced for data replica-
tion? (8) What kind of inter-process communications
exist between the client and server processes?

6 Functional Design of the GDMS

The Global Data Management Strategy (GDMS)
presented here is an optional software component that
is available to manage storage devices in UNIX-based
systems. It provides block-oriented storage to any sys-
tem component that requires it. A file system can be
created and mounted on it and both read and write
requests can be issued directly to an ASAD. A block
storage device used for an ASAD is called a Storage
Volume (SV). The storage space provided by an ASAD
can be used by the virtual memory system, a file sys-
tem, or an application that accesses "raw” block de-
vices. Using an ASAD to manage disk space has the
following advantages: (1) An ASAD may be larger
than a single available disk drive. (2) Remote disks
can be configured within an ASAD. (3) An ASAD can
expand and contract at the discretion of the system
administrator. (4) Data can be replicated in an ASAD
for reliability and availability.

6.1 An ASAD Extent

As pointed out, the space spanned by an ASAD is
not restricted within a single disk or a single site. The



SVs of an ASAD may be partitions of a single disk in a
site, partitions of different disks in a site, or partitions
of different disks in different sites within a given net-
work environment. An ASAD can be extended and
reduced, when necessary, by the system administra-
tor. An extension merely involves the addition of one
or more SVs to the ASA of the corresponding ASAD.
An extension does not affect the objects already stored
in an ASAD. Reducing an ASAD requires the removal
of one or more SVs. It is obvious that reducing an
ASAD may result in loss of valuable data. That deci-
sion is left to the system administrator. The GDMS
appropriately warns the system administrator when
loss of value data is imminent as a result of a reduc-
tion.

6.2 Storage Volume Mirroring

The GDMS allows data stored in a physical block of
an SV to be replicated (mirrored) for high availability,
reliability, and performance. SVs can be selectively
mirrored in any number of copies (limited by system
definition) at any time during the life of an ASAD. Tt is
required that the mirrors of an SV be characteristically
similar to the parent SV. This requirement is merely
for ease of I/O re-direction and does not mean that
heterogeneous SVs could not be used for mirroring.

When an ASAD could not access a copy of data, the
I/0O is directed to one of the alternates that is most
closely located to the operating site. Every copy of a
given data is updated simultaneously, when possible.
During writes, a block is considered to be written when
all the copies have been written to available sites.

6.3 Creating an ASAD

The first thing in a series of activities involved with
an ASAD is its creation. Creating an ASAD entails
the process of defining and integrating all the SVs
that constitute its ASA in order to produce the logi-
cal space. The creation of an ASAD is achieved by
a command whose parameters define the necessary
attributes. The attributes include the SVs, ASAD
unique name, current number of SVs, operating mode,
etc. A unique identification tag is generated for each
ASAD during its creation. The operating mode spec-
ifies whether the ASAD allows read-only, read-write
or write-only operations. The list of SVs include the
mirrors and each SV is specified with its host machine
address, major and minor numbers. A header is built
for each ASAD which comprises the aforementioned
pieces of information, a magic string, and other per-
tinent hardware characteristics of the storage devices

in the ASA. The local machine that creates an ASAD
sends a message to the host machine of each of the SVs
requesting for its size, bandwidth, sector size, etc. A
copy of an ASAD header is stored at a specified loca-
tion in every SV in the ASA at the request of the site
creating an ASAD. The header must be successfully
written to the ASA and the associated mirrors before
an ASAD can be said to have been successfully cre-
ated. The different sections of an SV (as described be-
low) are also created at this time. After an ASAD has
been successfully created, a stanza is created for it in
the configuration file where all the necessary attribute-
value pairs are enumerated.

6.3.1 Storage Volume Layout

An SV consists of physically contiguous string of sec-
tors. The sectors are sequentially number form zero.
Each SV is partitioned into 3 sections, namely, Re-
served, Header, and Data sections as shown in Fig-
ure 6. The Reserved section consists of the first spec-
ified number of sectors which are reserved for special
system data such as the boot image. The GDMS does
not tamper with this part of an SV. The Header sec-
tion contains all the header data about the ASAD to
which an SV belongs. The Header is usually built from
a majority of the information specified during the cre-
ation. A duplicate of the header information is kept in
another part of the SV. The size of the Header section
is staticly defined from the maximum size of an ASA.
The Data section contains the blocks where the data
objects are actually stored. It occupies the rest of the
SV space.

RESERVED
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DIsSK
PARTITION

DATA
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Figure 6: An SV’s sections.

6.4 ASAD Configuration Process

An ASAD creation produces and stores the neces-
sary information for controlling an ASA. However, all
the information produced are stored in the specified
sections of an SV. The configuration process entails
the generation of the necessary kernel data structures
needed to access an ASAD. The configuration file is



read for a specified object and the associated SVs are
validated. The validation involves the comparative
analysis of each SVs header information. The configu-
ration of an object fails if there exists an inconsistency
between the header information of the SVs. The con-
figuration process also makes sure that all the SVs of
an ASAD are available, i.e.; on-line.

Consistent with UNIX-based operating systems, an
ASAD is associated with a major and minor number
for the device switch table. The device switch table en-
try corresponding to an ASAD major number contains
the function addresses for the strategy, read, write,
open, close, ioctl, etc., routines for the GDMS. The
minor number is used to store the private informa-
tion, i.e., header information, about a specific ASAD.
Each site is responsible for controlling the accesses to
its storage devices that belong to a given ASA. We
configure an ASAD at every site that contains one or
more of its SVs. The configuration of an ASAD at
more than one site is accomplished by sending appro-
priate instruction messages to the sites with the per-
tinent configuration information. Every site spanned
by an ASAD’s ASA is a server for the ASAD. It is
an uncompromising requirement that an ASAD must
be configurable at all the applicable sites for a con-
figuration process to be successful. At the conclusion
of the configuration of an ASAD, a special device file
is created whose major number is the major number
of the GDMS system and minor number is the ASAD
minor number. The name of the special device file is
one of the attribute-value pairs that is specified during
an ASAD creation.

6.5 Making a File System on an ASAD

Being a pseudo-device driver, the GDMS is de-
signed to run beneath any UNIX-based file system
or any subsystem that requires secondary storage ser-
vices. Figure 7 shows the system setup when the
GDMS is available. It shows that different system
components that require secondary storage interface
with the GDMS instead of the device drivers. Act-
ing as a pseudo-device driver, the GDMS interfaces
with the real device drivers of the storage devices
that it manages. The GDMS can manage a hetero-
geneous configuration of storage devices. A file sys-
tem is created on an ASAD by using the file system’s
normal command and appropriate parameters. The
special device file name used is the one created after
the ASAD configuration. The existence of the GDMS
may be transparent to the file system or the file system
may be enhanced to exploit some of its characteristics.

GDMS
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DEVICE DRIVERS
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Figure 7: System setup with and without GDMS.

6.6 Extension and Reduction of an ASAD

It is possible to extend or reduce an existing ASAD
that already contains some data. An ASAD is ex-
tended by adding one or more SVs to its ASA. A spe-
cific command interface is used to extend an ASAD.
The command parameters include the name of the
ASAD to extend and the SVs with associated mir-
rors, if applicable. A copy of the header is obtained
from one of the SVs of the target ASAD and subse-
quently updated with the new SVs. The new header
is used to replace the old headers in the applicable
SVs and a new configuration file attribute-value pairs
are generated for the ASAD to replace the old ones
after a successful extension. The extended space in an
ASAD becomes active after the next configuration of
the ASAD. A mechanism is provided by the DMDMS
for utilizing the extended space.

An ASAD is reduced by removing one or more SVs
from its ASA. Like extension, the ASAD must be off-
line and a command interface is used similarly. In the
event that some valuable data may be lost as a result
of reduction, the user is advised accordingly and the
discretion to proceed or terminate is left to the user.
After a successful reduction, the configuration file is
updated for the ASAD. After a reduction, the removed
SVs become unavailable after the next configuration.

6.7 Data Access and Manipulation

One of the most critical issues in a computing envi-
ronment like the GDMS is the control of data access
and manipulation in order to maintain consistency in
the system. We have previously identified some of the
important issues and techniques that may be utilized
to control data accesses in a distributed environment.
In this section we discuss how those problems are re-



solved in the GDMS. Controlling accesses and manip-
ulations of some data are more reliable when every
operation to the data has to go through a single chan-
nel. The system components that interface with the
GDMS request for data retrieval or update by specify-
ing a logical address within the ASAD. The requesting
site determines the specific storage device or storage
devices spanned by the I/O request and also the lo-
cations of the devices. In the case of reads, the client
site (local site) may use network or other pieces of in-
formation to determine the closest site to the local site
for any mirrors of the target data. Instruction mes-
sages for I/O operations are generated and sent to the
applicable hosts. The process just described is the lo-
calized service approach discussed in Section 4.2. Each
site maintains in-core copies of the most recently ac-
cessed blocks of the storage devices that are attached
to it. The specific cache replacement strategy used is
implementation and environment dependent. Every
necessary update to any data is immediately directed
to the target site and subsequently propagated to per-
manent storage. The buffers are periodically flushed
to storage devices by each site. To put it laconically,
all the control mechanisms for any SV or data are lo-
cally generated and maintained. These activities sup-
port the write-through update policy and the UNIX
sharing semantics.

6.8 Dichotomy of Cache Update Policies

In order to limit the frequency of I/O requests to
the secondary storage devices, file systems maintain
buffer caches at the file system level. The cache up-
date policy employed by a file system or a data man-
agement system is system dependent. Since a file sys-
tem or GDMS client and the GDMS maintain different
cache levels, the difference in the caching schemes em-
ployed can greatly affect the data consistency in the
system. The GDMS utilizes write-through policy. The
caching mechanisms employed by the GDMS and its
client are transparent to each other. For example, if
a GDMS client uses a non-write-through policy, then
after an update to an object, the changes may not be
propagated to the master copy. Therefore, the server
for the master copy is oblivious of the changes. Sub-
sequent accesses to the object will then obtain stale
data, thereby, violating the expected observance of the
UNIX sharing semantics. In view of the existence of
multiple levels of caching between the GDMS and its
clients, and the necessity for data consistency, it is nec-
essary that the GDMS and its clients employ the same
update policies. In that way, changes are immediately
propagated to the master copies for data consistency.

6.9 Configuration Command and Dae-
mon

Every site spanned by an ASA has an access to a
configuration command. The configuration command
dictates what action to perform on an ASAD. The
action must be either to create, configure, extend, re-
duce, or de-configure an ASAD as described earlier.
The control of the execution of those activities is han-
dled by a configuration daemon. The configuration
daemon can be running in every applicable site or be
designated as a centralized program located in a well
known site. The configuration command communi-
cates with the daemon via a known pipe to specify
which action is needed to be performed by the daemon.
A pipe is a UNIX special file that is used for com-
munication between two or more processes. Figure 8
shows a schematic representation of some the interac-
tions between the configuration command, configura-
tion daemon, and the GDMS servers during the cre-
ation of an ASAD. Figure 9 shows the interactions be-
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Figure 8: Operations when creating an ASAD.

tween the configuration command, configuration dae-
mon, and the GDMS servers during an ASAD config-
uration. The communications between the configura-
tion daemon and a GDMS server, and all inter-server
communications are via message passing.

The de-configuration of an ASAD entails the de-
struction of all the in-core information maintained at
each applicable site about the target ASAD. A de-
configured ASAD becomes inaccessible. Before an
ASAD is de-configured, all pertinent information are
flushed to permanent storage, all open files must have
been closed, and the appropriate FS unmounted. The
closing and unmounting of an ASAD helps in complet-
ing pending writes.
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Figure 9: Operations when configuring an ASAD.

6.10 GDMS Local Server Processes

Each site that contains a storage device of an ASAD
runs a server process. The server process is responsi-
ble for controlling all accesses and manipulations of
the data stored in its local SV. Each server process,
depending on an operation, may act as a client to an-
other server process.

A local GDMS process is implemented with
lightweight processes. Each server process gener-
ates a number of lightweight processes where each
lightweight process is responsible for servicing a single
request.

7 Conclusions and Contributions

In this paper, we have presented a global data man-
agement strategy for a logical storage space based on
storage devices that are attached to computing sys-
tems that may be locally or remotely interconnected
via a network. We discussed the functional charac-
teristics and capabilities of the strategy vis-a-vis the
current techniques. The processes for the creation,
configuration, making file systems, accessing data, ex-
tension, and reduction of an ASAD are described.

The strategy presented incorporates the vital issues
in distributed data management that are necessary for
data access, consistency, availability, and reliability. It
presents all the management interfaces and processes
necessary for creating, configuring, and managing the
logical storage spaces defined across storage devices
attached to both local and remote machines. It also
maintains the element of transparency which is a sine
qua non for distributed systems. The strategy pro-
vides the framework for utilizing logical space man-

agement for diverse configurations of storage devices
for different file systems.
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